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Advances in the automatic detection of deforestation and 

forest disturbance now provides alerts on disturbances as 

small as  30x30m pixels on an 8 to 16 day update schedule. 

Global Land Analysis & Discovery (GLAD) Alerts, developed 

by the University of Maryland are publicly available from 

Global Forest Watch. These provide valuable new insights 

into near real-time forest canopy loss. For agencies tracking 

deforestation, this introduces a new challenge to deal with 
the large volume of alerts. 

A technique is presented to triage deforestation alerts. 

Neighbouring alerts are processed into clusters. Combining 

many adjacent and nearby disturbances into clusters results 

in fewer cases to investigate. Cases can be forwarded to a 

crowd of volunteers for a quick visual check before being 
sent to locals to investigate. 

Both the original alert coordinates and their cluster 

perimeters may be encoded in the same GeoJSON Feature 

Collection. This aids both visualization and coordinating the 

response. Clustered alerts add value to the original alerts to 
aid local decision support activities. 

A prototype is demonstrated using Bunjil Forest Watch, 

using alert data from Global Forest Watch and processing 
by Google Earth Engine.  

Keywords—Deforestation monitoring; GLAD Alerts, 

clustering;  

I. INTRODUCTION 

GLAD Alerts from the University of Maryland can 
detect deforestation down to 30 sq.m Landsat pixels, with 
new alerts released on an 8 or 16 day cadence. The product 
was released in early 2016 for three very different tropical 
countries and is planned to be extended pan-tropically by 
2017 [1]. The alerts show both temporal and spatial 
patterns of deforestation. 

GLAD alerts are published on the World Resources 
Institute’s Global Forest Watch (GFW) [2]. At www. 
globalforestwatch.org, users may define an area of interest 
and see alerts in that area.  

Placing forests in protected areas [3] is one of the most 
effective ways to prevent deforestation [4]. A study in 
Indonesia found that monitoring and prevention of road 
construction within protected areas and stepping up 
control measures in illegal logging hotspots is more 

effective for conservation than reliance on protected areas 
alone [5].  

GLAD alerts can give early warning of deforestation as it 
occurs in remote areas where travel is difficult and 
conservation agencies are resource constrained. 

GLAD Alerts generate a lot of data. Especially during 
periods of rapid or extensive deforestation activity. In an 
area of 50km x 50km in the Peruvian upper Amazon, it is 
not uncommon to detect thousands of alerts from a single 
satellite image. 

The number of alerts creates an operational challenge for 
an organisation that wishes to verify the alerts, or respond 
to the deforestation events. 

This paper presents a software application that may assist 
the analysis of alerts, particularly in protected area. The 
application processes contemporaneous alerts into clusters 
of events. Triaging by cluster rather than by individual 
alert is hypothesised to improve the information for local 
decision support activities. Using an application Bunjil 
Forest Watch (Bunjil) [6], each cluster will be sent to 
volunteers to perform a quick visual check. Volunteers 
may be able to categorise the alert according to 
disturbance type (agriculture, fire, road, logging or 
building), or help identify false alerts.  

II. METHODOLOGY 

A. Defining the Area of Interest 

The process begins when a user, who may be a forest 
ranger, defines their area of interest. To do this they login 
to Bunjil Forest Watch then draw a polygon around the 
boundary of their area on an interactive map and save the 
area. Bunjil provides a multi-stage form to assist the user 
step through this process.   

B. Qualifying the Area  

Once an area is demarcated and saved, Bunjil sends the 
coordinates of the area’s boundary to Google Earth Engine 
[7], along with a script that configures Earth Engine to test 
what percentage of the area is currently forested according 
to a Global Forest Change map [8] available to Earth 
Engine.  If the area is so larger than a configured 
maximum then the user is asked to define smaller areas. 
The Earth Engine script also checks whether the area lies 



within the spatial footprint of the prototype GLAD alerting 
system. GLAD Alerts are currently limited to ‘humid 
tropical Peru, Republic of Congo and the portion of 
Borneo within Indonesia (Kalimantan)’ [1]. Refer to 
Appendix I for a detailed description of the qualification 
method.  

C. Get Alerts from Global Forest Watch 

For each qualified area, Bunjil checks daily for new 
alerts in the area by calling the GLAD Alerts Application 
Programming Interface (API) provided by GFW. In the 
request, Bunjil includes a date range and the boundary of 
the area of interest represented as a GeoJSON Polygon 
[10]. The API returns alerts that occurred in the area 
within the date range in the request. Bunjil sets the 
beginning date of each request to the end date of the last 
request so that alerts are only processed once on the day 
they are received1. The API returns a list of alerts. Each 
alert contains a detection date, latitude and longitude. The 
data is requested in Comma Separated Values (CSV) 
format. Other formats are available including GeoJSON. 
CSV was chosen because it can be imported directly by 
Google Fusion Tables [11]. 

D. Export to Fusion Table 

Bunjil stores the received CSV alert data in a Google 
Fusion Table - a cloud-hosted data table that supports 
spatial queries and can be layered on a Google Map [12]. 
Bunjil combines the latitude and longitude values in the 
data into a single LOCATION column suitable for 
importing. Using the Fusion Table API [13] and Google 
Drive API [14], Bunjil creates a public table and uploads 
the CSV data with minor format changes. The public 
fusion table can now be read and analysed by Google 
Earth Engine. 

E. Cluster Definition  

Alerts can be grouped into the same cluster if the alerts 
are within some maximum distance from each other. This 
is because alerts that are close together usually have a 
similar biophysical cause. Even if not, the neighbouring 
alerts can be investigated together as a cluster, both on 
screen and on the ground. Very long clusters are a good 
early signal of road building and can show the progress of 
the road on consecutive observations. 

Let ε (epsilon) be the maximum distance that alerts can 
be considered neighbours for the purpose of joining into a 
cluster. 

This distance can be chosen having regard to the 
causes and spatial patterns in the alerts. Increasing the 
distance leads to fewer but larger clusters. Too small a 
distance leads to many small clusters containing few 
alerts. The range of 100m to 2km has been tried and 600m 

                                                        
1 A GLAD alert can appear more than once as the 

algorithm’s confidence level increases [1]. The API does 

not currently return the confidence of each alert. 

has good results. The user can adjust the distance and 
recalculate the clusters. 

This definition of a cluster places no boundary on the 
possible size or shape of a cluster or the number of alerts 
within it. The entire data could form a single cluster. 
Similarly, isolated alerts form a single-point cluster. 

Once a subset of alerts is grouped into a cluster, a 
polygon can be defined that contains the points. The 
cluster perimeter is an artefact to aid visualisation on a 
map. Colouring the points in each cluster drawn on a 
uniform background is the normal way to visualise clusters 
but is less effective when laid onto a colourful map or 
satellite overlay. 

F. Density Based Spatial Clustering (DBSCAN) 

A naïve clustering algorithm would visit each alert and 
calculate the distance to every other alert. This would be 
computationally inefficient for a large number of alerts 
O(n2). 

A more efficient clustering technique is to perform the 
calculations using the Density-Based Spatial Clustering of 
Applications with Noise (DBSCAN) algorithm [15]. 
DBSCAN finds application in pattern recognition of 
multidimensional data.  The algorithm is suited to two-
dimensional geographic clustering because it finds 
neighbouring points within a certain distance (ε). 

DBSCAN requires two parameters: ε and the minimum 
number of points required to form a cluster. It visits each 
point and computes the point's ε-neighbourhood. If the 
neighbourhood contains sufficiently many points, a cluster 
is started. Otherwise, the point is left as noise (not 
clustered). This point might later be found to join a 
forming cluster. All points that are found within the ε-
neighbourhood are added, as is their own ε-neighbourhood 
when they are also dense. This allows clusters to grow. 
Derivatives of DBSCAN automatically arrive at a value of 
ε for a given number of clusters (k). 

  An obstacle to using density-based clustering libraries 
directly is that Bunjil is a Python App hosted in the 
Google App Engine cloud environment [16]. App Engine 
does not support C language libraries and is not well suited 
to intensive computational tasks at scale. As Bunjil was 
already using Earth Engine’s spatial services the 
possibility of using Earth Engine for clustering was 
investigated. 

G. Google Earth Engine  

Google Earth Engine is an advanced cloud-based 
geospatial processing platform. Earth Engine combines the 
formidable storage and parallel processing power of 
Google’s data centres to analyse large geospatial datasets 
[7]. The functionality of Earth Engine is available through 
an API that supports complex geospatial analyses, of 
which only a small subset was used: array operations; 
raster-vector conversions, classification; vector-based 
extraction of image statistics and reporting of results 
through table export. 



The Earth Engine API works with geographic 
primitives analogous to the GeoJSON primitives – Point, 
Polygon, MultiPoint, MultiPolygon, Feature, 
FeatureCollection etc. 

Earth Engine can import the data in the fusion table 
and convert it to a Feature Collection. 

Bunjil sends a request containing a script to Earth 
Engine using Earth Engine’s Python API. The script 
instructs Earth Engine to read the fusion table, calculate 
clusters and export the results. 

H. Clustering with Earth Engine 

Because Earth Engine does not directly support density 
based clustering algorithms, an alternative approach is 
used based on a technique suggested by Noel Gorelick, 
from Earth Engine [17].   

First the coordinates of the raw alert points are 
‘painted’ as white (value of one) pixels onto a black (zero) 
georeferenced image. This is a vector to raster conversion. 

Next a distance matrix image is generated by setting 
the value of every pixel in the image to the distance to the 
nearest non-zero pixel, using a specified distance kernel. 
The distance kernel radius is chosen to be several times 
larger than ε. 

 Spherical or Euclidean distance is an unnecessary 
calculation for this application and scale. Instead the faster 
Manhattan (city-block) distance can be used with no 
appreciable difference to the end result. 

If the value of the distance matrix of any pixel is less 
than ε then the pixel is inside a cluster. All other pixels are 
masked out of the image. 

The Earth Engine script then converts the raster 
(image) to a FeatureCollection (vector) data type. This 
process will generate polygon edges at the boundary of 
homogeneous groups of connected pixels. This creates the 
clusters as a collection of polygons. 

During this conversion, a scale parameter controls the 
coarseness of the cluster perimeter. A fine scale leads to a 
complex perimeter with many vertices. These can be hard 
to discern on a busy map. A coarse scale leads to a simpler 
and slightly larger shape with fewer edges. Setting the 
scale to at least ε/2 has good results. 

The resulting polygons can be buffered with a distance 
that is less than ε to smooth their edges. This creates 
smoother edges that are easier to see on a map.  Another 
benefit of buffering is that the alerts never lie right on the 
edge of the cluster. With buffering however, the 
perimeters of different clusters may overlap.  

As the resulting polygons can still be complex shapes, 
a convex hull can be applied over each cluster. The convex 
hull may be visualized as the shape enclosed by a rubber 
band stretched around original shape [18]. Convex hull 
clusters are easier to recognise, but a side effect is that 
some of the hulls can overlap if a cluster forms within an 
indentation of a larger cluster. Because hulls fill in the 

nooks, there is a risk they can misrepresent the pattern of 
disturbances 

The differences between convex hulls and buffering is 
displayed in Fig 1 and 2. These show the results of the 
same Earth Engine clustering algorithm and parameters for 
two different dates in the same area. 

 

 

Fig. 1. Kalimantan Control 1, 2016-06-01 shows 140 dark shaded 

clusters of 37131 alerts (magenta). ε = 600m, Clusters with dark 

border have buffered distance ε /2. These are drawn over the 
convex hulls shown as light gray. 

 

Fig. 2. Kalimantan Control 1, 2016-06-09 shows 187 dark shaded 

clusters of 30085 alerts (magenta). ε = 600m, Dark clusters have 

buffered distance ε /2. Many clusters have grown in nine days 
since Fig. 1 but  some on the right have shrunk. 

Clusters produced by DBSCAN were compared with the 

clusters produced by Earth Engine for the same set of 

alerts. Apart from the different approaches to handling 

isolated alerts, the clusters were very similar depending 

on ε. A 600m ε on Earth Engine should translate to 
0.0054 degrees. In practice it was found that eps=0.012 



yielded similar clusters. Compare Fig 3 and Fig 4 of the 

same data 

 
Fig. 3. DBSCAN Republic of Congo Control 1, 2016-05-01 ε=0.012. 

Colors designate the different clusters. Compare with Fig 4. 

 

Fig. 4. Republic of Congo Control 1, 2016-05-01 shows 6 dark shaded 

clusters of 4895 alerts (magenta). ε = 600m, Dark clusters have 

buffered distance ε /2. The area to the north and west of the road is 

Odzala Kokoua national park. The pattern of alerts is strongly 
clustered. 

I. Merge the clusters with the alerts  

The clustering operation results in a FeatureCollection 
containing a list of polygons, as clusters.  This collection 
does not contain the original alerts. Loss of the fine scale 
forest alert data would make the cluster hard to interpret. 
So a new FeatureCollection is generated containing the 
clusters as Features, but with each Feature enriched with a 
list of coordinates of the alert points as a MultiPoint array. 

In the raw alerts data, imported as a FeatureCollection, 
each alert is a separate Feature with its own unique 
properties, such as the date.  In the resulting 
FeatureCollection, these properties are removed and only 

an array of alert coordinates remains as a property of each 
cluster. 

 

Fig. 5. Peru Control 4, 2016-04-13 with few isolated alerts is weakly 

clustered. There are fewer alerts in the national park on the south west of 
the image than the unprotected area near the river.   

 

Fig. 6. Peru Control 5, 2016-05-01 outside the national park there are 

more alerts (885) but alerts are still weakly clustered. 

Isolated alerts 

 Using this technique in Earth Engine, isolated alerts 
form their own clusters. These points could be considered 
noise but they may be important indicators of isolated 
disturbances. A single-alert cluster adds overhead of a 
polygon to the original alert point. Single point clusters 
can easily be removed from the FeatureCollection of 
clusters and the points added to a Multipoint Feature. 
Combining the isolated alerts into a special Multipoint 
Feature is a more compact representation, but needs 
special handling so the points are not ignored. 

 



J. Exporting the clusters  

Earth Engine can export the results to a GeoJSON file 
in either Google Cloud Storage or Google Drive. Google 
Drive files can be made publicly available for further 
analysis by users, other researchers or for reading by other 
applications. 

K. Reviewing the clusters 

Users of Bunjil Forest Watch may agree to act as 
Volunteer observers. When Bunjil receives a new file of 
clusters, it assigns each cluster to a volunteer observer for 
triage. 

A task for each cluster is created and a link to the task 
is emailed to a subset of the volunteers. A number of 
volunteers may receive the same request to check each 
cluster. 

The link opens a view of the cluster and the individual 
alerts within it. 

This task has similar requirements to the Tomnod 
application [19], where a crowd of volunteers are sent a 
series of scenes from high resolution satellite images and 
asked to tag the image. Once tagged, the response is 
compared to other user’s responses and a new scene is 
displayed [20]. 

Although the overall process is similar the 
identification challenge here is more complex. To 
understand the alert, it is necessary to understand the 
context, including the time and placement of nearby alerts 
and to compare the before and after situation. 

Visual data useful to this task include: 

 The base map 

 The boundary of the user defined area of 
interest from Bunjil [6]. 

 The border of any protected area from [3]. 

 The latest GLAD alerts in the cluster from 
Global Forest Watch API [2]. 

 Recent Fire Alerts from NASA via GFW. 

 Latest Landsat image from Earth Engine, 
rendered in Normalized Difference 
Vegetation Index (NDVI) or Natural Colour 
(RGB), from which alerts were generated. 

 Prior Landsat image rendered in either NDVI 
or RGB, before the disturbance occurred. 

 High Resolution RGB Images – both before 
and after – if available from Urthecast [22]. 

 Forest Cover Change Map [8] via Earth 
Engine. 

If available, high spatial resolution imagery is also 
displayed to the user. Until now, high spatial resolution 
imagery has been either expensive or out-of-date. 
Companies such as Urthecast [22] and Terra Bella [23] are 

launching constellations of small earth imaging satellites 
that promise affordable and recent high resolution 
imagery. 

A user has a challenge to make sense of all the 
overlays, and controlling which ones to show. Some of the 
overlays are images and some are geometric features. The 
design of the user interface needs to reduce the overlay 
handling and comprehension task so more time is spent 
analysing the situation. 

To make sense of this, two maps are overlaid on the 
browser.  Swiping left displays the ‘before’ map and 
swiping right displays the ‘after’ map.  

Temporal overlays are categorised as either before or 
after depending on the overlay’s date relative to the alerts. 
The after map shows overlays of alerts, fires and images 
from after the alert date. The before map shows images 
and fires that occurred before the alert.  

Because all overlays are either on the ‘before’ or 
‘after’ map, the user may quickly flick between views to 
see what’s changed. Determining the date of the 
disturbance is complicated.  The disturbance occurred 
sometime before the alert, but how long before is 
unknown. The area may have been obscured by clouds 
when the previous Landsat image was captured, but cloud 
free when a high resolution image was taken. If the GLAD 
alert algorithm provided the date of the last good Landsat 
observation for the alert pixel this would bound the earliest 
date the disturbance occurred. 

Static overlays such as area of interest and park 
boundaries are shown on both maps. 

A panel of horizontal sliders control the visibility or 
opacity of each layer and provides additional information 
on the layer – such as the data source, date, rendering. 

The controls in the panel can be dragged vertically to 
change the z-order of overlays. 

The tactile interface is hypothesized to be more 
intuitive to users inexperienced with dealing with multiple 
map overlays. The overlays are colour coded and labelled.  

The user’s task is to compare the before and after 
situation and provide a response. The user is asked to 
qualify whether the alerts indicate real deforestation or a 
false alert, and if real, whether due to fire, agriculture or 
logging.  

On providing a response, the user sees immediate 
feedback on how other users responded to the same 
cluster, and then they are presented with the next cluster to 
review. 

If there is consensus that the alert shows real 
deforestation, then Bunjil sends a notification to the local 
user who defined and registered the area. The local group 
may also wish to investigate reports that volunteers 
marked as false, particularly if the cost of visiting is 
relatively small. Visiting all clusters is significantly more 
effective than systematically covering a whole region. 



 Local feedback from the local groups can be collected 
when they visit the site. Ground truth observations can 
calibrate the accuracy of the volunteers’ responses and 
may point to improvements in the detection algorithms. 
The Jane Goodall Institute is piloting a Forest Watcher 
Mobile App [24] to help rangers navigate to the alert and 
collect ground data with Open Data Kit [25]. 

Feedback from local groups may indicate whether the 
qualified alerts are being actively investigated or not, with 
more volunteers directed to assess alerts in active sites. 

 

 

 

Fig. 7. User Interface Concept. A cluster outline (yellow) is sent to a 

Volunteer  observer to investigate.  

 

Fig. 8. Swiping the Alerts tab left shows individual alerts inside the 

cluster (pink). 

 

Fig. 9. Swiping the Forest tab right shows forest extent (green) and 

historic forest loss (red) 



III. RESULTS 

A. Test Areas 

To validate the accuracy of the clustering 

system, test areas were created in the GLAD footprint. 

Each area is at least partly covered by a protected area 

where land clearing is restricted. All areas were 

limited to a square with sides of 0.5 degrees latitude 

and longitude (approx. 55km on the equator).  Bunjil 

is designed for monitoring local forest disturbances 

and it is harder to travel over a large distance to 

investigate alerts. As Bunjil is tracking alerts as they 

are generated, rather than historical data, all alerts in 
the clusters are from a single date. A National Park 

overlaps some of each control area except Peru 

Control 5. 

TABLE I.   CONTROL AREAS 

 
Control Areas 

East North West South Park 
Area 

m2 

Peru 

Control 

4 

-

75.5 
-6.5 -76 -7 

Cordillera 

Azul 

National 

Park 

3069 

Peru 

Control 

5 

-76 -6.5 -76.5 -7 none 

3070 

Rep of 

Congo 

Control 

1 

15.5 1.0 15 0.5 

Odzala-

Kokoua 

National 

Park 

3090 

Kalima

ntan 

Control 

2 

112.

5 
-3 112 -3.5 

Taman 

Nasional 

Tanjung 

Puting 

3086 

TABLE II.  ALERTS AND CLUSTERS 

ε = 600m 
Clustering Characteristics 

Date Alerts 
Clusters 

(%) 

Biggest cluster 

(%) 

Peru 

Control 4  

2016-04-13 179 
35 

(19.55%) 

30 alerts 

(16.75%) 

ROC 

Control 1 
2016-05-01 4895 

6 

(0.12%) 

2027 alerts 

(41.4%) 

Kalimanta

n Control 

2 

2016-06-01 37131 
140 

(0.38%) 
7421 alerts (20%) 

B. Data 

Software used for this analysis is available at 

http://github.com/intotecho/bunjilforestwatch, particularly 

gladalerts.py and clustertest DBSCAN.ipynb. Selected 

results available at http://github.com/intotecho/triagealerts 

IV. DISCUSSION 

Results indicate that clustering is an effective 
technique for managing alerts in many but not all 
situations. Where there are only isolated alerts, the cluster 
does not add any value to the single alert. This is a 
common scenario in protected areas where deforestation is 
not expected to occur. In protected areas, all alerts should 

be candidates for investigation. There is value in sending 
out ground observers to investigate both isolated alerts and 
small clusters as they may lead the observers to areas not 
usually patrolled.  

In situations where deforestation is extensive, very 
large and populous clusters can form. Visiting and 
reporting on large clusters could be problematic. While the 
techniques described here can lead to indefinitely large 
clusters, it is trivial to break a cluster into smaller parts. It 
may not be worthwhile to investigate individual 
occurrences of what is occurring on an industrial scale. 

Although the alerts can be updated on an 8 day cycle, 
this is a best case. In a cloud forest it can be months 
between cloud-free captures. When a clear image is taken, 
all the deforestation since the last capture is reported at 
once. This peak of alerts with the same date will lead to 
denser clusters. The alert data only include the detection 
date. The date when the pixel was last observed as forest 
could be provided. The deforestation occurred somewhere 
between these dates. 

The published alert data do not distinguish between the 
initial alert (first identified with 25% confidence) and the 
subsequent alerts. This could also be useful for 
interpreting the alerts. 

Clusters should be useful for operational monitoring of 
areas of deforestation, but less important in protected areas 
which are expected to experience only isolated 
disturbances. 

Software to turn clusters into cases for operational 
investigations and reporting is in development. 
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V. APPENDIX I - QUALIFYING AN AREA FOR GLAD MONITORING 

To reduce further processing, only areas that qualify are added to a scheduled job to check for new glad alerts. 

To qualify a new area, the area’s perimeter is sent to Google Earth Engine with a script via the Earth Engine Python API. The 
script intersects the perimeter with the Hansen Global Forest Change data layer [5]. The script then computes the percentage of 
the area that was forested in the year 2000, as well as percentage lost between 2000 and 2014. Bunjil can disqualify areas which 
have a low percentage of forest remaining.  

Areas outside the GLAD footprint are also disqualified. To calculate the footprint, Earth Engine accesses a data layer of the 
borders of all countries and filters the borders of Republic of Congo, Peru, and Indonesia. To obtain the border of Kalimantan, 
the border with Indonesia is further masked by a simple polygon that covers all of Borneo and no other parts of Indonesia. 
Together these three regions mark the GLAD footprint. If the area of interest does not intersect the footprint then it is 
disqualified. UMD have flagged an intention to expand the GLAD coverage footprint to all tropical countries. 

http://bunjilforestwatch.net/
http://earthengine.google.org/
https://datatracker.ietf.org/doc/draft-ietf-geojson
https://support.google.com/fusiontables
developers.google.com/maps/documentation/javascript/layers
developers.google.com/fusiontables/docs/v2/reference/
developers.google.com/drive/v3/reference/
https://cloud.google.com/appengine/
https://groups.google.com/d/msg/google-earth-engine-developers/3Oq1t9dBUqE/s_Uv_bHEEAAJ
https://groups.google.com/d/msg/google-earth-engine-developers/3Oq1t9dBUqE/s_Uv_bHEEAAJ
http://www.tomnod.com/
www.urthecast.com
https://terrabella.google.com/
https://www.youtube.com/watch?v=kXJ7BiDmNss
https://opendatakit.org/
http://geoodk.com/about.php

